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Abstract. The 2010 Toronto municipal elections saw the election of a polarized city council. In this
adversarial political climate, a group of councillors attempted to form a centrist voting bloc in the hopes
of leveraging the balance of power to create more compromise between the executive and opposition. We
approach the analysis of these middle councillors’ effectiveness from three directions based on a graph
of councillors based on voting similarity. First, we analyze which councillors exhibit high centrality
using a number of centrality measures and consider the results in view of social capital from a network
structure perspective. Secondly, we examine the formation and deletion of links over time to see whether
the middle councillors influence others to move or if the councillors themselves are influenced. Finally,
we consider adversarial relationships and analyze the network as a signed graph. We conclude that there
is no “Mighty Middle” bloc of councillors that holds much political clout, but that middle councillors
are much more effective as independent mediators and brokers.

1

Introduction

This paper will be examining the centrist bloc of councillors in Toronto’s City Council, known
as the “Mighty Middle”. This will be done from a social network perspective by establishing
a graph based on the similarity of councillors’ voting records. We will be considering the
position of the bloc in the network, the formation of links over time, and the structural
balance of the network to determine the political clout and influence that this bloc has on
the rest of the council.
Unlike their provincial and federal counterparts, the legislative bodies of municipal governments in Canada are mostly non-partisan. This gives councillors a large degree of independence in how they vote. However, while there is no formal party to enforce voting, voting
blocs arise naturally, whether or not their formation is intentional. While there are no formal
parties, we can define these blocs by examining the voting records for each councillor.
The composition and political circumstances surrounding this particular council creates
two large, polarized blocs, with one siding with the executive and the other forming the
main opposition. What is unclear is whether there is a third bloc forming in between the
two, colloquially named the “Mighty Middle”, in reference to the possible political clout it
may have for holding the balance of power on council.
What we would like to know is which councillors form this group in the middle. The
fluidity of blocs in non-partisan chambers also raises the question of whether these councillors
actually form a cohesive bloc or whether they are eventually forced into choosing a side. This
is ultimately a question of whether the bloc is as powerful as it is popularly believed to be
and whether it is able to muster the discipline among its members to be able to use that
power.
Much of the analysis of legislatures from a social network perspective has been done
on the United States Congress. Even though American political parties do not share the

same strict party discipline of their Canadian counterparts, the partisan nature of both
chambers of Congress removes the need to determine voting blocs. However, the structure
and mechanics of the House of Representatives and Senate allow for other useful measures,
such as committee memberships [1] and bill cosponsorships [2]. These have been used as a
way to study homophily across Congress as a whole and have been studied extensively.
There has been work done in identifying voting blocs in nonpartisan legislatures. In [3]
and subsequent papers, Kay examines Toronto City Council and uses voting similarity to
group like councillors together and examines external factors that may influence similarity,
such as party membership, seniority, or the demographics of the ward the councillor represents. Coincidentally, during the time of the study, some councillors were experimenting
with introducing party politics to Toronto.
The rest of this paper is as follows. We begin with a study of the network and the network
structure of the middle councillors. We then consider the evolution of the network over time
and how changes in the network may affect the middle councillors. Finally, we introduce
edges representing adversarial relationships and perform a structural balance analysis on the
network. Before concluding, we take a diversion in examining councillors and specific votes
to infer some political context beyond simple vote correspondence.

2

Centrality analysis

The data consists of the voting records for the forty-four Toronto city councillors and the
Mayor of Toronto. This data lists every vote for which the councillor was present and how
they voted, which is either a “Yes” or “No”. Since the records are of every vote taken
in a sitting of city council, there is a high degree of similarity because of procedural and
administrative motions. Because of this, there is no pair of councillors with voting records
that differ by greater than 25%.
In the initial similarity graph, which is given in Figure 1, an edge exists between two
councillors if the percentage of votes they disagreed on was strictly less than 10%. An edge
is highlighted in blue if they disagreed on less than 7.5% and it is highlighted in green if the
disagreement is less than 5%.
The reason for using voting similarity as the main metric is because of the importance of
securing enough votes. Typically, this involves making sure that there are enough councillors
on side with the vote and to convince a few indecisive councillors to make up the rest of the
majority that is required. In the case of Toronto City Council, this means securing the votes
of at least 23 of the 45 members of council.
What is immediately clear upon examining the resulting graph is that the mayor and his
allies have far greater cohesion and discipline as a voting bloc. There are two likely reasons
for this. The first is that many of these councillors sit on the executive committee, which acts
as a pseudo-cabinet for the municipal government. Since the members of the executive are
appointed by the mayor, they are likely to be ideologically similar and have strong working
relationships with the mayor.
The second reason is that the mayor’s bloc have organized themselves into an unofficial
party, with the mayor directing how he would prefer councillors voted. There is even an
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Fig. 1. Similarity graph on members of Toronto City Council, 2010–2014

3

unofficial whip, Councillor Giorgio Mammoliti, to ensure that councillors are voting correctly.
This is a situation that is feasible for the executive bloc, since the executive holds enough
power to sanction councillors. The other blocs do not have such an advantage.
At a quick glance, it appears that the mayor is just short of a majority of the councillors
in council. There are a few questions that arise in this scenario. From the perspective of
the mayor or the opposition, which councillors will be able to be won over for a vote? From
the perspective of the middle councillors, how effectively can they use this leverage and how
likely are they to? We combine analysis of centrality measures [4] with theories of social
capital in network structure [5] to answer these questions.
2.1

Degree centrality

One of the simplest graph theoretic metrics is considering the degree of a node. A node with
high degree represents a councillor with a high amount of similarity with other councillors.
Compared to other centrality measures, degree centrality is much more localized, since it is
a measure of a node’s immediate neighbours.
Definition 1. The degree centrality of a node v is
cD (v) =

deg(v)
,
n−1

(1)

the fraction of nodes it is connected to, where deg(v) is the degree of v and n is the number
of nodes in the graph.
A node with high degree centrality means that they are neighbours of a large number
of nodes on the graph. This gives councillors with high degree centrality more potential
to influence other councillors they are similar to [4]. In Table 1, the councillors with high
degree centrality are listed. There are a number of councillors in the list who are considered
to be middle councillors but there are also a large number of councillors who are part of the
executive bloc.
Table 1. Councillors with high degree centrality

Ana Bailão
Jaye Robinson
Mary-Margaret McMahon
James Pasternak
Michelle Berardinetti
Josh Colle
Vincent Crisanti
Gary Crawford
Peter Milczyn
Frances Nunziata
Cesar Palacio
Michael Thompson

Middle
Executive
Middle
Executive
Executive
Middle
Executive
Executive
Executive
Executive
Executive
Executive
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0.7045454545454546
0.7045454545454546
0.6818181818181819
0.6818181818181819
0.6590909090909091
0.6590909090909091
0.6363636363636364
0.6363636363636364
0.6136363636363636
0.6136363636363636
0.6136363636363636
0.6136363636363636

Looking at a drawing of the graph, it isn’t surprising to see so many executive bloc
councillors on the list given that the executive bloc has a much higher degree of similarity
than councillors outside of the bloc. The size of the bloc, which contains close to half the
nodes in the graph, makes it difficult for councillors outside of the bloc to have the same
measures of degree centrality unless the opposition bloc were equally disciplined.
There are a few middle councillors who are well positioned with relatively high similarity
to both executive and opposition councillors. However, given the strict discipline of the
executive bloc, it is unlikely that middle councillors will be able to influence executive bloc
councillors at the local level. In this case, the middle councillors act as outsiders attempting
to influence a clique network, which is something that is difficult to do even for those inside
the clique [5].
2.2

Closeness centrality

The closeness centrality of a node is a measure of how close it is to other nodes in the graph.
This is a less local measure than degree centrality. One can have a high degree centrality but
exert very little influence over the rest of the network if their influence is highly localized.
Definition 2. The closeness centrality at a node is
n−1
,
u∈V d(u, v)

cC (v) = P

(2)

where n is the number of nodes in the graph, V is the set of nodes in the graph, and d(u, v)
is the distance between nodes u and v, which is the length of the shortest path from u to v.
In [4], closeness centrality is described as a measure of independence from the communication network perspective, since someone who is close to a large number of nodes is less
dependent on others to relay a message. Similarly, in the similarity graph, a councillor who
is ideologically close to a large number of councillors has more voting independence than
someone who is ideologically far from a large portion of the network.
In Table 2, note that the middle councillors with high degree centrality also have high
closeness centrality, but few of the executive councillors with high degree centrality reappear
on this list.
The executive councillors that have both high degree and high closeness centrality are
closer to the centre of the graph. On average, they are closer to the middle councillors
and opposition than the executive councillors that have high degree centrality but not high
closeness centrality. When considering Freeman’s interpretation of closeness as a measure of
independence, we see that some of these executive councillors would likely have been middle
councillors if they had not been appointed to the Executive Committee.
Since the opposition and executive blocs are similar in size, high closeness is an accurate
measure of how close to the ideological centre a councillor is. That there are a number
of executive councillors with high closeness centrality indicates that the median councillor
is closer to the executive than the opposition. This also implies that a middle with high
closeness centrality is closer to the executive bloc.
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Table 2. Councillors with high closeness centrality

Ana Bailão
Jaye Robinson
Mary-Margaret McMahon
James Pasternak
Josh Colle
Chin Lee
Gloria Lindsay Luby
Michelle Berardinetti
Mike Layton
Vincent Crisanti
Gary Crawford

Middle
Executive
Middle
Executive
Middle
Middle
Middle
Executive
Opposition
Executive
Executive

0.7719298245614035
0.7719298245614035
0.7586206896551724
0.7586206896551724
0.7457627118644068
0.7096774193548387
0.7096774193548387
0.6984126984126984
0.676923076923077
0.676923076923077
0.676923076923077

It seems contradictory that a middle councillor with high closeness is the closest to the
executive bloc. However, in this council, the executive bloc is just short of one or two votes
to ensure a majority. This gives the councillor outside the executive bloc that is most likely
to vote with the executive a large degree of independence. They are able to use their vote to
bargain with the executive and they can act independently from the other middle councillors.
This situation also makes it difficult for the middle councillors to act as a bloc unless they
enforce tight discipline, which they do not.
This also sets up a network similar to the hierarchical network in [5]. In terms of control,
the situation is much more advantageous for the outsider, which is the middle councillor,
than it is for those inside the bloc. If the executive bloc were less disciplined, the power of
any individual vote from outside the bloc would hold much less power.
2.3

Betweenness centrality

Betweenness centrality measures how many shortest paths a node is on. Betweenness is
characterized as a measure of control in [4].
Definition 3. The betweenness centrality of a node v is
cB (v) =

X σ(s, t|v)
,
σ(s, t)
s,t∈V

(3)

the sum of the fraction of all-pairs shortest paths that pass through v, where V is the set of
nodes, σ(s, t) is the number of shortest (s, t)-paths, and σ(s, t|v) is the number of (s, t)-paths
passing through node v, where v 6= s, t.
Councillors with high closeness centrality had a high degree of independence to use as
political capital, but councillors with high betweenness centrality exert their political capital
by making use of their position between the two blocs. In the absence of middle councillors,
there could conceivably be a handful of councillors from each bloc playing the role of the
broker.
Table 3 lists the councillors with the highest betweenness. Unlike degree or closeness
centrality, there are very few executive councillors and many more opposition councillors.
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An examination of the graph reveals the reason. The opposition councillors are far less
clustered than the executive councillors, which creates more bottlenecks for shortest paths
to pass through.
Table 3. Councillors with high betweenness centrality

Mary-Margaret McMahon
Ana Bailão
Mike Layton
Josh Colle
Jaye Robinson
Chin Lee
James Pasternak
Sarah Doucette
Joe Mihevc
Mary Fragedakis

Middle
Middle
Opposition
Middle
Executive
Middle
Executive
Opposition
Opposition
Opposition

0.08534251863349396
0.07888932325308402
0.07072615440257755
0.0616114464670113
0.05578653385467401
0.03899313295350415
0.035575685609618275
0.03333953653729951
0.02814792233517878
0.02655808662009544

A node with high betweenness centrality indicates that it acts as a gatekeeper between
larger groups in the network structure. In a broker network, the central node enjoys a high
degree of control [5]. In this case, the middle councillors act as the brokers between two large
blocs. From the perspective of similarity, these councillors act as ideological bridges between
the two groups.
Unlike councillors with high closeness centrality, councillors with high betweenness centrality are not necessarily the ones that need to be swayed for votes. Sometimes acquiring
a simple majority for a vote is not enough to declare a political victory and gaining the
support of members of the opposition may be crucial for political capital or optics. In these
situations, councillors that act as brokers hold more control. These councillors may also
hold more control in situations that do not involve votes, such as committee work and other
business outside of the council chambers.
2.4

Clustering coefficient

The clustering coefficient is not a centrality measure, but a measure of mutual links. In the
case of similarity, it is a measure of the transitivity of similarity for a given node. That is, if
a node u is similar to v and v is similar to w, what is the likelihood that u is similar to w?
Definition 4. The clustering coefficient is
cv =

2T (v)
,
deg(v)(deg(v) − 1)

(4)

the fraction of possible triangles, where T (v) is the number of triangles through node v.
The clustering coefficient of a node is an interesting metric because it also says something
about the neighbours of the nodes. A node representing a councillor with a high clustering
coefficient means that the councillor is similar to other councillors who are similar to each
7

other. This would be a councillor who is similar only to those who are in their own voting
bloc.
On the other hand, a node representing a councillor with a low clustering coefficient
means that the councillor is similar to many councillors who are not similar to each other.
This would be a councillor who is similar to many councillors who differ with each other. It
is these councillors who are most likely to be part of the middle.
In Table 4, there are some middle councillors and a large number of opposition councillors.
This is because of the lower discipline enforced among opposition councillors compared to
the executive bloc. However, a low clustering coefficient within a bloc does not indicate very
much.
Table 4. Councillors with low clustering coefficient

Mike Layton
Mary-Margaret McMahon
Josh Colle
Mary Fragedakis
Ana Bailão
Joe Mihevc
Sarah Doucette
Chin Lee
Josh Matlow
Shelley Carroll

Opposition
Middle
Middle
Opposition
Middle
Opposition
Opposition
Opposition
Middle
Opposition

0.5573122529644269
0.5724137931034483
0.6182266009852216
0.6210526315789474
0.6258064516129033
0.6368421052631579
0.6421052631578947
0.6523076923076923
0.6684210526315789
0.6911764705882353

It is in the middle councillors’ position where a low clustering coefficient matters. As
mentioned earlier, a low clustering coefficient is indicative of connections to multiple groups.
For the middle councillors, this acts much like betweenness centrality does, which indicates
a more advantageous position from which to exert political capital across both groups.
Structurally, the clustering coefficient of a node is related to its betweenness centrality.
A node with high betweenness centrality will have a low clustering coefficient and a node
with low betweenness centrality will have a high clustering coefficient. This is because each
additional triangle that is closed is likely to reduce the number of shortest paths that are
forced through the node.

3

Link formation and deletion over time

Now we wish to examine how councillors have positioned themselves as the term progressed.
The snapshots encompass important votes up to, and including:
1. December 31, 2011, encompassing the first month of the term, and includes votes to
reduce councillor expense budgets (2011.EX1.5), eliminating the vehicle registration tax
(2011.EX1.7), and making the TTC an essential service (2011.EX1.8).
2. February 28, 2011, which includes votes to freeze council salaries (2011.MM3.2) and freeze
property tax rates for 2011 (2011.EX3.5).
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3. April 30, 2011, which includes the votes to begin the core services review (2011.EX4.10)
and the process with contracting out garbage services (2011.PW3.1).
4. July 31, 2011, which includes the vote to eliminate bike lanes on Jarvis Street and reject
two provincially-funded nurses (2011.MM10.9).
5. September 30, 2011, which includes the vote on the revitalization of the Lower Don
Lands and Port Lands, the scramble intersection at Yonge and Dundas, and various
recommendations from the core service review (2011.EX10.1).
When there are a large number of links being created between points in time, we can
consider that to be a sign of growing polarization or consensus in council, depending on
whether the links are being created within blocs or across blocs. Similarly, a large number of
links being broken indicates that councillors are becoming more independent of each other.
A low number of both occurring indicates a stabilization in the voting blocs. An overview
from this point of view can be seen in Table 5.
Table 5. Changes in edges over time

Added
Deleted

3.1

February April July September Total
208
45 111
13 240
5
80 14
60
22

Changes from December to February

It is expected that with relatively few votes, the network based on the data from December
would not reflect the similarity between councillors very accurately or that voting blocs would
solidify so quickly. Indeed, period between the snapshot for December and the snapshot for
February has the largest change in additions to the similarity graph. What is surprising is
that there are very few edges that are removed.
An informal examination of the graph that contains only edges added during this period
indicates that many executive bloc councillors have very few added links. This is likely because the similarity among those councillors is already very high. There are more councillors
in the opposition bloc that form links with each other and there are a large number of links
being formed between middle councillors and everyone else.
In this case, there are a substantial number of links being created outside of blocs. As
mentioned earlier, this is a sign of increasing consensus among council. Politically, we can
see consider this an effect of the high popularity that the mayor had in the early months of
the term. As a result, many councillors, especially rookie councillors, were much more likely
to vote with the mayor than not.
3.2

Changes from February to April

Here, we see much more substantial change when examining the links that are formed or
broken by middle councillors.
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The most notable shift is Councillor Raymond Cho from middle to opposition. In a
February 25 article, The Toronto Star describes how Cho began the term as a centrist and
decided to shift to the left by the end of February. We can see this through the formation
of edges with opposition councillors Janet Davis, Gord Perks, and Maria Augimeri while
breaking links with many of the executive councillors (Giorgio Mammoliti, Karen Stintz,
Norman Kelly, Frances Nunziata, and Michael Thompson).
Similarly, Ana Bailão breaks her links with the most conservative of the executive councillors during this time, although she remains firmly in the middle. In contrast, Councillors
Josh Colle and Chin Lee both move the other way, breaking links with many opposition
councillors and becoming more similar to the executive. However, none of these councillors
shifts enough to move them away from the middle like Councillor Cho does.
3.3

Changes from April to July

There are very few link deletions during this period. The link deletions in which middle
councillors are involved are all broken between middle councillors and executive councillors.
The more interesting deletions are those between executive councillors and Mayor Rob Ford
and his brother, Councillor Doug Ford.
In terms of link additions, we can see the two large blocs growing more similar to each
other. Many of the executive councillors who added links during this time period are those
closer to the centre. In fact, those who have the most growth in links are those closest to
the centre, regardless of whether they are an opposition or executive bloc member. The
councillors who do not create any links at all are the most conservative of the executive bloc,
or, in other words, those who are furthest away from the centre.
From the political point of view, this would indicate that councillors are coalescing in the
centre. This is different from the early months of the term when councillors were becoming
more similar with the mayor. In this case, councillors are becoming less similar to the mayor,
which may indicate that the middle councillors’ intentions of creating compromise may be
having some effect.
3.4

Changes from July to September

This period is unique in that there are a number of links broken but relatively few added.
The links that are added are almost exclusively within the executive bloc. A number of the
added links are those that were deleted since the last snapshot. One reason for this is the
relatively large number of votes concerning the core services review, which are likely to be
unofficially whipped by the executive committee.
However, the number of deletions is far less than the number of links that were added
at the last snapshot. Almost all of the links that are deleted are between opposition or
middle councillors and executive councillors. This is consistent with the political environment
surrounding the core services votes. However, the changes in links do not seem to reflect as
large a shift as was expected from the political narrative of the mayor’s declining popularity.
One explanation for this is that the councillors that were most likely to move away from
the mayor had already moved away far enough that they did not maintain any links to the
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most conservative executive councillors. In this case, the deletion of links would not have
been captured in this snapshot.

4

Structural balance analysis

We now turn to the theory of social and structural balance introduced by Cartwright and
Harary in [6]. Up until now, we have only been examining positive links between councillors,
or relationships in which councillors are similar. However, the politics of Toronto City Council
have been characterized more by antagonism than collaboration. Therefore, it makes sense
to consider negative relationships as well.
One of the challenges in performing a structural balance analysis is that it is not immediately clear how to assign positive and negative edges. Edges with high degrees of similarity or
difference are easy to assign, since they are very obviously friendly or adversarial. However,
the majority of links lie in between.
The signed graph that was used is assigned edges with less than 10% difference to be a
positive edge, while edges with greater than 15% difference were assigned as negative edges.
For our initial partition, we use a community detection algorithm and examine the edges
within and in between the partitions. The algorithm partitions the nodes, taking into account
the signs of the edges. We also run the community detection algorithm on the similarity graph
to compare the partitions generated.
To track changes over time, we do this for each snapshot of data as in the previous section.
Unlike the previous section, we will be examining broad changes instead of focusing on the
changes in between each snapshot.
The first observation is that in every instance except the first snapshot, the partitioning
algorithm partitions the similarity graph into two partitions. This eliminates the possibility of
weakly balancing the graph as well as the notion of a cohesive middle bloc. When considering
the signed graph, it turns out every snapshot generates a graph that is partitioned into two
partitions.
Given these partitions, we would like to know whether the signed graph is structurally
balanced or tends toward being structurally balanced. To do that, we calculate the approximate frustration of the graph. Frustration is first defined in [7] as line (or edge) negation.
Definition 5. A collection of edges is negation-minimal if the negation results in balance but
the negation of any proper subset does not. The set of such edges that is minimal is negationminimum. The frustration index of a graph is the number of edges in the negation-minimum
set.
Calculating the frustration index of a graph is an NP-hard problem, since it reduces to
maximum cut. This is why we choose an approximation by partitioning the graph instead of
attempting to find the configuration of the partitions that admits the least frustration.
In Table 6, we list the number of frustrated edges of the signed graph at each snapshot
and categorize them. What is immediately clear is that there are a large number of negative
edges that exist within the two partitions, but this number remains relatively stable. The
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Table 6. Frustrated edges over time

Positive external edges
Negative internal edges

December February April July September
5
27
44
0
1
82
97
90 98
94

other case of frustrated edges, those that go between the partitions that are positive edges,
are much more volatile.
It is clear that this graph is not balanced. However, there are still some interesting
dynamics within this graph. In [8], the positive links that exist between mutually hostile sets
are characterized as mediators. Furthermore, negative links between the mediators can be
considered as a sign of competition between the mediators. This could be an explanation for
the high number of negative links between nodes of the same partition.
We know that there are very few middle councillors within city council and that each
bloc needs the vote of only one or two of the middle councillors. This makes it likely that
the middle councillors do not work together as a bloc, but work independently to extract
concessions and exert pressure independently. However, such manoeuvring is unlikely to
affect a graph based on voting similarity.
A more likely explanation for the high number of internal negative links is simply a
poor choice of threshold for labelling a negative edge. The fact that the number of negative
frustrated edges stays relatively stable while the positive frustrated edges fluctuates points to
this conclusion. The number of negative frustrated edges is likely to be high in the opposition
bloc, since voting discipline is non-existent among those councillors. This means that there
is a very high likelihood of relatively high voting differences between those councillors.
The large changes in the number of positive frustrated edges highlights the same observations from the previous section. That is, in February and April, there are a large number
of positive edges between the two partitions. This corresponds to the creation of links in the
early months of the term and the entrenchment of the middle councillors in between the two
blocs. Similarly, the lack of positive edges between the two partitions in the later months
corresponds to growing polarization and the effects of an increase in enforcement of voting
discipline among the executive councillors.
One question that arises with the introduction of negative links is whether council has
been moving toward structural balance. It is difficult to say, since the graph is not partitioned
into the configuration that minimizes frustration. However, while the negative frustrated
edges have changed relatively little, the sudden increase in positive frustrated edges was
reversed almost just as quickly, if not quicker. This can be evidence that there is a sort of
default state for council which it returns to after sudden shifts.

5

Vote classification and inference

As mentioned before, one problem with this particular analysis is that it considers every
vote. Ideally, we would like to perform an analysis on data on “important” or “key” votes.
One way to do this is to include votes based on the motion type, which is included as part of
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the voting record. But while this eliminates procedural and administrative votes, we would
still like to identify key issues.
In the current model, every issue that is considered for voting is weighted equally. Realistically, certain issues are more important in terms of indicating or defining a councillor’s
ideology. Currently, our analysis gives us likely voting blocs, but no indication of their ideology. Any political analysis based on the graphs that were produced would need to be a result
of augmenting the network analysis with the political context derived from other sources.
The identification of key votes and classifying them would give some context to the political
positions of councillors.
This is much more difficult since the only information about a vote as recorded in the
voting records is the relevant agenda item. In order to infer the context of a vote, some
subjective judgement is required. In [2], an analysis on the partisanship of votes in the
House of Representatives was performed using singular value decomposition. This method
avoids relying on a subjective interpretation of the votes. It maps representatives and their
votes on a plane defined by a partisan and bipartisan coordinate. This is not exactly what
we would like, since the analysis makes use of party affiliation. However, we would like a
similar way to study votes from a network perspective.
One way to study the relationship between votes and councillors is to define an affiliation
graph on the councillors and votes. We define nodes to be councillors and motions and create
an edge in between a motion and a councillor if the councillor voted on the motion. The edge
is weighted +1 if the councillor voted for the motion and it is weighted −1 if the councillor
voted against it.
This graph gives us a structure to study how specific votes are related to specific councillors. Since it is based on a similar idea as the similarity graph, we would expect to find
similar results if we wanted to use this structure to define voting blocs. What is more useful
is that this gives us a way to group votes together using similar network theoretic techniques
as in our analysis of the similarity graph that was constructed.
While this still doesn’t help identify the importance of a given motion, it does allow us
to determine which motions are similar to each other based on which councillors voted for or
against them. In being able to classify votes and relate them to councillors, there is enough
information about a group of votes to be able to determine the political leanings of a given
councillor or group of councillors.
This method is more objective than arbitrarily deciding where votes lie on the political
spectrum and analyzing councillors based on those valuations. In including votes in the analysis, we can tie councillors to specific issues and tie specific issues to other issues. This then
gives us a way to infer where these issues and councillors are positioned politically without
having to use external sources to extrapolate that information. This defers the subjectivity
of the political analysis to the interpretation of the analysis, rather than including it in the
network structure.

6

Conclusions

We have examined Toronto City Council by analyzing the structural properties of the network created by voting correspondence between councillors. An analysis of centrality and
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network structure in the graph determined that while middle councillors are unable to move
votes, they are well positioned to extract concessions from the larger blocs and to act as
mediators and brokers. An examination of link formation and deletion over time gave further insights into whether middle councillors were able to use their influence. Finally, we add
negative edges to consideration and reinforced the observation that middle councillors act
as independent intermediaries and did not differentiate themselves enough to be considered
a bloc.
Vote classification and inference is briefly discussed as a way to contextualize the political
positions of councillors and the blocs they belong to. There are a number of ways to approach
the problem, but an objective method is preferred. One proposed direction is creating a graph
that represents councillors’ votes and performing a network theoretic analysis on the resultant
graph. The identification of both votes and councillors should provide a clearer picture of
political positions and ideology than simple bloc identification and network analysis based
on vote correspondence.
One problem that is not discussed is the issue of how to assign edges, both in the case of
signed edges and in constructing the similarity graph. The thresholds chosen in this paper
were fairly arbitrary. This problem arises very obviously in the case of signed edges with the
large number of negative edges between councillors that should be friendly.
Another problem is that the period of study may be too short to draw any definitive
conclusions. In the ideal case, a study can be done on an entire four year term of council.
At the time of the study, there was no data available in a machine-readable format for a
complete term yet. Since this paper studies the first ten months of the term, it will be a few
years before the data for a complete term is available for study. Even on its own, ten months
is a fairly short period of time and further study even only a year from now will likely be
interesting.
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